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1. Purpose The purpose of this document is to provide the basic steps to troubleshoot a performance degradation issue in Oracle Database 11g.



2. Assumptions 1. DBA has the basic knowledge of Database Tuning 2. DB is running on 11g R2 version 3. Some features require additional packs licensing
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3. Performance Tuning Overview 3.1 Common Causes of Performance Issues The following points are the most common topics to check for a performance issue and few points that could solve the issues. 1. Database design a. Database normalization b. Material views c. Table partition (is much faster read a table in smaller pieces) d. Indexes e. Updated stats 2. Poor SQL code a. Hints b. Indexes c. Proper joins d. Avoid use Select * 3. Memory a. Check the SGA size b. Check the PGA size c. Check the available memory in the host d. Check if it is a physical host or if is a logical host (logical hosts share the resources with others, example: virtual machine in DOS or virtual zones for Solaris) 4. Disk I/O a. The correct size of datafiles b. Do NOT use NFS (Network FileSystem) c. Review which SQL statements are doing table SCAN 5. Database contention 6. Redo log setup problems a. Set the database in archive mode b. Is strongly recommended to define small sizes for redo log files c. Create multiple groups of redo log files 7. Use of non-standard initialization parameters
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3.2 Different Approach In this topic we will check the different approach that we should do depending of the database role, I mean it is a Data Warehouses or OLTP (Online Transaction Processing) OLTP database Applications need rapid response in terms if a large numbers of small concurrent transactions. Below will affect OLTP performance and tuning most significantly 1. Rollback segments sizes and consistency a. UNDO retention b. UNDO size c. Recycle bin d. FRA (Flash Recovery Area) 2. Appropriate use of indexes including secondary indexes using none BTree type indexes a. Use indexes b. Updated stats to run in the correct execution plan 3. Highly capable machines can cope with large data blocks size 4. Memory tuning in the SGA a. Buffer cache 5. Properly tuned SQL statements a. Review the execution plan for the top performers 6. Hardware and network architecture 7. Oracle initialization parameters, especially the multi-threaded server Data Warehouses Data warehouses is designed for query and analysis rather than transaction processing. It usually contains historical data derived from transaction data, in some companies they called ARCHIVED databases 1. Specialized indexes – clusters, hash indexes, bitmaps 2. Parallel execution using partitions 3. Parallel and non-parallel hints in queries
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3.3 Performance Tuning Methodology Type of tuning 1. Pro-Active (usually starts at development databases) 2. Reactive / Bottleneck elimination (already in production objects) Steps to resolve performance issues 1. Plan a. Profile each database instance i. OLTP or Data warehouse. b. Set baseline c. Set goal of tuning efforts 2. Detect a. Determine where problem exist in the system i. SQL statement, I/O, memory, network, etc. b. Have performance monitoring tools and scripts handy 3. Diagnose a. Drill into real-time and historical information i. Check AWR, ADDM, Oracle Performance Tuning Task, etc. b. List your tuning options and determine the benefit of each one 4. Resolve a. Choose the performance option b. Validate the performance of the solution against the benchmark 3.4 Baseline Baseline is used for comparison in case performance issue arise. It is a combination of various stats for a specific database in peak time (high load period). Basically we create a baseline to compare two different databases to check how the top consumer affect in each one Baseline should include 1. Application statistics (transaction volumes, response time) 2. Database statistics 3. Operating system statistics 4. Disk I/O statistics 5. Network statistics
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4. Source of Tuning Information 4.1 Alert Log The oracle alert log record informational and error messages for a variety of activities that have occurred against database during operation. Alert log is found in directory specified in initialization parameter: BACKGROUND_DUMP_DEST We should continuously monitor Alert log for any errors as the may impact overall system performance. Common Alert Log messages related to Performance Tuning



4.2 Trace Files 1. Oracle trace files are text files that contains session information for the process that created them 2. Background processes text files are found in directory specified in initialization parameter: BACKGROUND_DUMP_DEST 3. TRC and TRM files in 11g (TRM is a file to help us in how navigate in trace files)



4.3 User Trace Files
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Baseline is used for comparison in case performance issue arise. It is a combination of various stats for a specific database in peak time (high load period). 1. User trace files are found in the directory specified initialization parameter: USER_DUMP_DEST 2. User can turn on and turn off tracing of their session using:



in



3. tkprof utility is used to format the user trace files and make is in readable format Tip: we can use these trace files when a user is running a SP and it invokes many other PL-SQL statements (cursors or other SP) when we have the trace file we can give it format using tkprof 4.4 Automatic Workflow Repository Automatic Workflow Repository (AWR) collects processes and maintenance performance statistics for problem detection and selftuning purpose. The AWR is used to collect performance statistics including: 1. Wait events used to identify performance issues 2. Time model statistics indicating the amount of DB time associated with a process from the V$SESS_TIME_MODEL and V$SYS_TIME_MODEL views. 3. Active session history (ASH) statistics from the V$ACTIVE_SESSION_HISTORY 4. Some system and session statistics from the V$SYSSTAT and V$SESSTAT views. 5. Object usage statistics 6. Resource intensive SQL statements Tip: this report is a very good to start when you have a performance issue in your database, this report has a lot of sections, put attention
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in: CPU usage, elapse time, reads and I/O, in these sections you’ll find all the queries that are not performed good Tip: is highly recommend to run Automatic Performance Diagnostic Monitor (ADDM) report after AWR report to find the general performance of the database and what Oracle recommendations Oracle database 10g and above uses GATHER_STATS_JOBS to collect AWR statistics, which is run by Oracle scheduler. As a DBA you can review the following views which provide more information about scheduler jobs; DBA_SCHEDULER_JOBS & DBA_SCHEDULER_JOBS_RUN_DETAILS (are created and configured automatically when you install Oracle software) Generating AWR report Oracle provides two scripts to produce AWR: 1. @$ORACLE_HOME/rdbms/admin/awrrpt.sql 2. @$ORACLE_HOME/rdbms/admin/awrrpti.sql Notes: awrrpti report allows specific instance report on. awrrpti.sql asks to enter the dbid for the particular instance of interest. Tip: you can run AWR for a particular SQL_ID, it will help you to find all information about it
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Tip: When a client reported an issue that a particular query run “faster” in one database but is not working properly in other database, you should check the init.ora parameters and compare if both databases were created with the same parameters and if they have a differences 4.5 Automatic Performance Diagnostic Monitor (ADDM) 1. The ADDM analyses the AWR data and the results are saved in database 2. The goal of ADDM is to reduce the cumulative time spent by database server in processing user request Types of problems: 1. CPU bottleneck 2. Undersized memory structure 3. I/O capacity issues 4. High load SQL statements 5. RAC specific issues 6. Database configuration issues 7. Also provides recommendations on hardware changes, database configuration and schema changes
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How to generate ADDM report: 1. By using the Oracle @$ORACLE_HOME/rdbms/admin/addmrpt.sql 2. DBMS_ADVISOR package



script



ADDM Report output 1. Problem: finding that describe the root cause of the database performance issue 2. Symptom; finding that contain information that often lead to one or more problem finding. 3. Information: findings that are used to report non-problem areas of the system 4. Recommendations: composed of action and rationales



4.6 Application Tracing and Performance Tuning Views 4.6.1 End-to-End Application Tracing End-to-End application tracing simplifies diagnosing performance problems in multitier environments
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End-to-End application tracing can identify workload problems for: 1. 2. 3. 4. 5. 6.



Client identifier (logon ID) Service (group of applications with common attributes) Module (a functional block) Action (an INSERT or UPDATE operation) Session (for a particular SID) Instance (based on the instance name)



End-to-End commands Trace for a userID



Trace for a service or module



Session trace



Note: the trace files will be generated in user dump directory Viewing gathered statistics for end-to-end application tracing DBA_ENABLED_AGGREGATIONS V$CLIENT_STATS V$SERVICE_STATS V$SERV_MOD_ACT_STATS V$SERVICEMETRIC
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4.6.2 Oracle Performance Views V$* views are very helpful in getting details on performance issues on system CPU Usage 1. V$SYSSTAT this view will check the statistics for the instance 2. V$SESSTAT this view will save the statistics for each particular session 3. V$RSRC_CONSUMER_GROUP this view tells us how effetely the resource are for each session I/O Issues 4. V$IOSTAT_CONSUMER_GROUP this view tells us the I/O stats for particular group 5. V$IOSTATS_FILE this tells us how reads happened for each file in the database 6. V$IOSTATS_FUNCTION this view will captured the information about the background processes Network Issues 1. V$IOSTAT_NETWORK it display I/O information in the network Wait Event statistics 1. V$ACTIVE_SESSION_HISTORY 2. V$SESSION_WAIT 3. V$SESSION 4. V$SESSION_WAIT_CLASS 5. V$SESSION_WAIT_HISTORY 5. Understanding Database Statistics What is database statistics? Database statistics is a collection of data that describe more details about the database and the objects in the database. These statistics are used by the query optimizer to choose the best execution plan for each SQL statement Database include the following: 1. Table statistics a. Number of rows b. Number of blocks
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c. Average row length 2. Column statistics a. Number of distinct values in column b. Number of nulls in column c. Data distribution 3. Index statistics a. Number of leaf blocks b. Levels c. Clustering factors 4. System statistics a. I/O performance utilization b. CPU performance and utilization



Example: statistics are really important, if your statistics are not updated in the number of rows in a particular table the query optimizer will do a TABLE SCAN and it will impact the server performance, this situation also happen when an indexes statistics are not updated. 5.1 Oracle Optimizer For Oracle 11g, below are possible optimizer modes: 1. FIRST_ROWS_N the optimizer uses a cost-based approach and optimizes with a goal of a best response time to return the first n rows (where n= 1,10,100,1000) 2. FIRST_ROWS the optimizer uses a mix of cost and heuristics to find a best plan for fast delivery of the first few rows 3. ALL_ROWS (DEFAULT) this is a cost-based optimizer mode that ensures that the overall query time is minimized, even if it takes longer to receive the first row. This usually involves choosing a particular full table scan over a full index scan
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Deprecated optimizer modes: RULE and CHOOSE (7 and 8i)



5.2 How Generate statistics? last_analysed date in dba_tables provides information about when stats are collected last time



How to gather statistics? There are various ways to gather table/index stats: ANALYSE statement



The analyze statement can be used to gather statistics for a specific table, index or cluster. The statistics can be computed exactly, or estimated based on a specific number of rows, or a percentage or rows
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DBMS_UTILITY The dbms_utility package can be used to gather statistics for a whole schema, database and table. Similar of analyze option you can use a compute option, sample or an internal Oracle package



5.3 General Guidelines 1. Usually it is good practice to schedule gather stats job on daily or at least weekly basis on an active database 2. As this job is resource (CPU) conductive – Schedule this one at low database activity timings to have lowest impact on users activities. 5.4 Fragmentation and Maintenance Plan Issues caused by fragmentation: 1. Slow response time (for queries like “Select * from table”) 2. High number of chained (actually migrated) rows 3. Free space not getting used Table maintenance There are multiple ways to re-org fragmented tables: 1. Export, drop and import
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2. Alter table move 3. Oracle SHRINK command (Oracle 10g) 4. Oracle redefinition method



Shrink Command Pre-requisites: 1. Tables must be present in the tablespace which have automatic segment management 2. Table row move must be enables Example:



Tip: Is always a good practice to rebuild indexes and update the statistics after shrink a table Index maintenance Oracle options to reduce fragmentation include the following: 1. Drop & Create index 2. Rebuild 3. Coalesce Coalesce The purpose of the COALESCE option is to reduce free space within the leaf Blocks of an index. This is archived by effectively performing a Full index scan of the leaf blocks, comparing the free space available in neighboring blocks



Note: this method is a CPU intensive task Rebuilding indexes While rebuilding indexes we can change the storage characteristics for the indexes (like tablespaces). Rebuilding indexes removes intra-block fragmentation
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Note: check the index size before rebuild it due to this operation uses TEMP and you can fill it and impacting the instance performance 6. SQL Tuning 6.1 SQL tuning basics Three basic steps for tuning: 1. Identify top SQL responsible for taking max resources/slowness 2. Verify the execution plan a. To have a good execution plan is really important that we have all statistics updated (tables and indexes) and also that the tables are not fragmented, otherwise the execution plan will change depending of the histograms 2. Implement correction action to generate better execution plan a. Baseline b. Profile c. Create index(s) d. Adding hints e. Update stats f. Rebuild indexes g. Defrag table h. Add memory to SGA 6.2 Identify top SQL You can identify the top SQL using the following ways: 1. AWR & ADDM reports 2. Database trace files 3. v$views 4. User complaint Verify the execution plan 6.3 TKPROF tkprof utility formats the content of the Oracle trace file to produce a readable output file 1. Determine the execution plans of SQL statements
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2. It reports each statement executed with the resources it has consumed 3. It reports how many rows returned by each statement execution 4. No of times any statement is executed TKPROF output 1. Parse, execute, and fetch counts 2. CPU and elapsed times 3. Physical reads and logical reads 4. Number of rows processes 5. Misses on the library cache 6. Username under which each parse occurred 7. Each commit and rollback How set tkprof file? 1. Set initialization parameters a. TIMED_STATISTICS to TRUE b. USER_DUMP_DEST c. MAX_DUMP_FILE_SIZE 2. Enable trace facility a. DBMS_SESSION.SET_SQL_TRACE b. ALTER SESSION SET SQL_TRACE = TRUE 3. Formatting trace files 4. Interpreting trace files 6.4 Explain Plan EXPLAN PLAN parses a query and records the “plan” that Oracle devises to execute it Steps to generate explain plan for SQL statement 1. Create plan table a. @?rdbms/admin/utlxplan.sql 2. Run explain plan statement a. EXPLAIN PLAN FOR your-sql-statement; (or) b. EXPLAIN PLAN SET STATEMENT_ID = statement_id FOR your-sql-statement; 3. Display output a. SELECT * FROM TABLE(dbms_xplan.display()); Output example:
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6.5 Autotrace AUTOTRACE actually executes the query (in the way TRACE does) and automatically queries the plan table, whereas EXAPLIN PLAN does neither. User must possess PLUSTRACE role (by running plustrce.sql, ehich usually locaed in the $ORACLE_HOME/sqlplus/admin directlry) Syntax: SET AUTOTRACE ON Select…(query)



6.6 Oracle Hints An oracle hinst is an optimizer directive that is embedded into an SQL statement to suggest to Oracle how the statements should be executed Syntax: select /*+ Hint */ statement body; Common hints for performance tuning 1. INDEX(table[index])
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2. 3. 4. 5.



PARALLEL(table,instance) NOPARALLEL(table) ROWID(table) FULL



6.7 SQL Tuning Guidelines  For faster access – create indexes on all necessary columns and only for the necessary columns as excess indexes may impact other DML operation like insert.  Use proper sequence of column in where clause – Index will be picked only if leading part of the composite index is used in where clause of query Example: Table test has composite index on columns A, B, C in the sequence it is shown below: A C B



1 2 3



If we use C, B in the where clause - it may not pick index as leading part of the index is not used If we use A, B, C in the where clause – it will not use the index as order in the where clause does not match the index sequence      



Use table aliases and standard approach to table aliases, if two identical SQL statement differ because an identical table has two different aliases, then the SQL is different and will not be shared If a column is using a function in the where clause – create function based indexes as normal B-Tree or Bipmap indexes may not be used Use of EXISTS versus IN for subqueries Write separates SQL statements for specific tasks Make use of the oracle optimizer hints to direct to specific query plan for maximize performance Use query re-write features for materialized views



Consider using stored-outlines and in-memory pinning 7. Instance Tuning



Page 22 of 28 Performance Tuning



Autor: Manuel G. & Miguel C.



Performance Tuning



Oracle stores information in memory caches and on disk. Memory access is much faster than disk access. Disk access (physical I/O) take a significant amount of time, compared with memory access, typically in the order of 10 milliseconds. Physical I/O also increase the CPU resources required, because of the path length in device and drivers and operating system event schedulers. A performance goal is to reduce the physical I/O overhead as much as possible, either by making it more likely that required data is in memory, or by making the process of retrieving the required data more efficient. 7.1 Shared Pool Tuning The Shared Pool is a “RAM” area within the RAM heap that is created at startup time, a component of the System Global Area (SGA) An important purpose of the shared pool is to cache the executable version of SQL and PL-SQL statements. This allows multiple executions of the same SQL or PL-SQL code to be performed without the resources required for a hard parse. Which results in significant reduction in CPU, memory, and latch usage. 7.1.1 Guidelines for Tuning Oracle Shared Pool 1. If gross usage of the shared pool exceeds 95%, the pin reusable packages and procedures and increase shared pool by 20% increments until usage drops below 90% on the average 2. Establish a routine flush cycle for filter non-reusable code from the pool 3. Use bind variables in PL-SQL (procedures or functions) and views to reduce the size of the large statements to prevent hashing problems 4. In any shared pool, if the overall data dictionary cache miss ratio exceeds 1 percent, increase the size of the shared pool 7.1.2 Oracle Parameters 1. 2. 3. 4.



shared_pool_size large_pool_size --Used for backup and recovery and parallelism shared_pool_reserved_size parallerl_max_servers
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7.1.3 Data Dictionary Views 1. 2. 3. 4. 5. 6.



V$PARAMETER V$SQLAREA V$LIBRARYCACHE V$SGASTAT V$DB_OBJECT_CACHE V$ROWCACHE



7.2 Buffer Cache Tuning Oracle Database uses the buffer cache to store data blocks read from disk. Oracle Database bypasses the buffer cache for particular operations, sucj as sorting and parallel reads 1. Stored for data blocks that have been retrieved from data files 2. Provides optimizations boost for DML operations (UPDATE) 3. Managed via the LRU algorithm 7.2.1 Buffer Cache Hit Ratio Calculates how often requested block has been found in the buffer cache without requiring disk access 1. This ratio is computed based on data in v$sysstats 2. Use buffer hit ratio to verify physical I/O (v$db_cache_advice) In very simple terms, buffer cache directly affect with a physical I/O issues 7.2.2 Configure Buffer Cache 1. 2. 3. 4.



db_cache_size is the default buffer cache for Oracle 11g db_keep_cache_size is for the KEEP buffer cache db_recycle_cache_size is for the RECYCLE buffer cache db_nk_cache_size



Use the following views for the optimal value: v$db_cache_advice & v$sysstats
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7.3 Redo Segment Tuning Redo log records all changes made in data files and makes it possible to reply SQL statements in case of rollback. Redolog Issues 1. Excessive redo log generation 2. Disk Performance Impact of issues 1. Higher CPU usage generating redo records and copying them to log buffer consumes CPU usage 2. LGWR process need to work hard if the redo log generation rate is very high 3. Frequent log switches and might increase the checkpoint frequency which in turns slow down the overall disk performance 4. Arch process leads to generate more archive log files. This again introduces additional CPU and disk usage



Solution 1. Check optimal size of redo log
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2. Increase cache size and commit more frequency 3. Better disk (minimum RAID 5) 8. Miscellaneous Tuning Techniques 8.1 Plan Stability Plan stability prevents certain database environment changes from affecting the performance characteristics of applications. Such as: changes in optimizer statistics, changes to the optimizer mode settings, and changes to parameters affecting the sizes of memory structures. Plan stability preserves execution plan in stored outlines. An outline is implemented as a set of optimizer hints that are associated with the SQL statement The degree to which plan stability controls execution plans is dictated by how much the Oracle Database hint mechanism controls execution plans, because Oracle database uses hints to record stored plans. The outlines are stored in the OL$, OL$HINTS, and OL$NODES tables, but the [USER|ALL|DBA]_OUTLINES and [USER|ALL| DBA]_OUTLINE_HINTS views should be used to display information about existing outlines
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8.2 Partition Partitioning allows tables, indexes, and index-organized tables to be subdivided into smaller pieces, enabling these database objects to be managed and accessed at a finer level of granularity. Partitioning enhances the performance, manageability, and availability of a wide variety of applications and helps reduce the total cost of ownership for storing large amounts of data. When to partition a table? 1. Oracle recommends partition for tables greater than 2GBs 2. Tables containing historical data where new data is added into new partition When to partition an index? 1. Avoid rebuilding the entire index when data is removed 2. Perform maintenance on parts of the data without invalidating the entire index 8.2.1 Partition Indexes Local partitioned indexes 1. Each partition of a local index is associated with exactly one partition of the table 2. Oracle to automatically keep the index partitions in synch with the table partitions, and makes each table-index pair independent 3. If th table partitioning column is subset of the index keys, use a local index Global Partitioned indexes 1. Global range partitioned indexes are flexible in that the degree of partitioning and the partitioning key are independent from the table’s partitioning method
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2. Difficult to maintain – if a global index partition contains data, dropping the partition causes the next highest partition to be marked as unusable 3. If the index is unique and does not include the partitioning key columns, the use a global index
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